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AHHOTAIUA

Pacno3naBanne 00pa3oB sBISETCS OJHOM W3 KIIOYEBBIX 3a7a4 B 00JIacTH
HMCKYCCTBEHHOTO HHTEIJICKTa W MAIIMHHOTO oOydeHus. ['1yOokue HEMpOHHBIE CETH
JIOCTUTJIA  BBIJAIOIIMXCA PE3yJbTaTOB B 2ToM cdepe, OJHAKO MX BBICOKas
BBIYMCIIUTEIbHAS CIIOXKHOCTh U OOJIBIION 00BEM MaMsTH, HEOOXOIUMBIE JIJIsi 00yUEHUS
1 paboThl, OCTAIOTCSI CEPhE3HBIM MPENATCTBUEM. /[aHHAs CTaThsd MOCBSIICHA aHAIU3Y
COBPEMEHHBIX METOJIOB W TMOJXOJOB K ONTUMH3ALUM HEUPOHHBIX CETeU s
pacrio3HaBaHusi 00pa3oB, BKJIIOYasi KBAHTOBAHHME BECOB, MPYHUHT U AUCTHLISIIIUIO
3HaHui. . B pabote paccMaTpuBaIOTCsA TEOPETUUECKUE OCHOBBI KaXKJ0TO METOJa, UX
MPAKTUYECKOE TPUMEHEHHUE U BIUSHUE HAa TOYHOCTh U MPOU3BOAUTEILHOCTH MOJCIIH.
Oco060¢ BHUMaHHUE yJIeJICHO TOMY, KaK 3TH METO/IbI TIO3BOJISIOT CO3/1aBaTh O0JIee JIETKHE
1 OBICTpPBIC MOJCIIH, IPUTOJIHBIC NI pa3BepTHIBAaHUS HAa MOOMIBHBIX YCTPOMCTBaX M
BCTpPanMBaeMbIX CUCTEMAX C OrPaHUUYCHHBIMHU PECypCamu.

KioueBble cioBa: HEWpPOHHBIE CETH, pacro3HaBaHHWE OOpPa30B, ONTUMH3AINA,
KBAaHTOBAaHUE, MPYHUHT, TUCTWLISALMS 3HAHUHU, TIIyOOKOE 00yuYeHHE, KOMIBIOTEPHOE
3peHHUE.

1. Beenenue: Ilpo0eMa BIYHCIUTEIBHOM 3(PPEKTHBHOCTH B IIIy0OOKOM 00y4eHUH

B mnocnennue roxmpr riyookue HevipoHHbie cetr (DNN) cramm JOMHHHPYIONUM
MHCTPYMEHTOM B 3a/layax pacrno3HaBaHUs 00pa3oB, JOCTHITHYB CBEPXYEIOBEUECKOU
TOYHOCTH B TakuX OOJIaCTsIX, Kak Kiaccudukaius HU300paKeHUM, OOHapyKeHUE
00BbEKTOB U cermeHTanus. OJHAKO 3TH TOCTHKEHUS COTPOBOXKIAIOTCS CYIIECTBEHHBIM
pPOCTOM BBIYHMCIUTENBHBIX TpeOoBaHuil. CoBpeMeHHble Mojenu, Takue kak VGG,
ResNet u Inception, comepkaT MIJIJTMOHBI M MIJLTHAP/IBI TTAPAMETPOB, YTO JIETAET MX
HETIPUTOJAHBIMU  JUISI  UCIIOJIB30BaHUSI HA  YCTPOMCTBAX C  OTPAHUYECHHBIMH
BBIYMCIIUTEILHBIMU MOIITHOCTSIMH, TAKUX Kak cMapT@oHbl, Tponbl uiu loT-ycTpoiicTa.
3710 co3AaéT OCTPYI0 HEOOXOAMMOCTh B pa3pabOTKe METOA0B ONTUMHU3ALINHU, KOTOPhIE
MOTYT COKpaTHThb pa3Mep MOJAEIN M YCKOPUTb €€ padoTy, HE >KEpTBYs NPU 3TOM
TOYHOCTBIO.



2. MeTo/bl ONTUMM3AIUU HEHPOHHBIX ceTeil

Cyme(:TByeT HECKOJIBKO OCHOBHBIX ITIOAXOOJOB K OIITHMHU3AlINN HGprOHHBIX ceTeﬁ,
KOTOPBIC MOJKHO HMCIIOJIB30BAaTh KaK 110 OTACJIbHOCTU, TaK U B KOM6I/IHaHI/II/I.

2.1. KBanToBaHue BeCoOB

KBanToBanue — 3TO IpOLIECC YMEHBIIEHUS TOYHOCTH YHWCEN, UCMOJb3yEMBbIX IJIA
IIPEACTABIICHUS] BECOB M AKTWBAMKd B HEHPOHHOM ceTH. BmecTo TpaaunuoHHOTO
MCIIONTb30BaHus 32-OWTHBIX uncen ¢ TuiaBatomeid 3anstoit (FP32), Beca n akTuBanuu
MOTYT OBITH NIpejicTaBiieHbl 16-0utHbiMU (FP16) nnu naxxe 8-6utabiMu (INTS) riensivu
YU CJIAMHU.

Ipunmunel padorbl: KBaHTOBaHHWE YMEHBIIIAET 00BEM IMaMITH, HEOOXOIUMBIN IS
XpaHECHHsI MOJIENIM, W TIO3BOJIICT WCIOJIB30BaTh 0Oojiee OBICTPHIC IEIOYUCICHHBIC
omepanud. ITO TPUBOAWT K 3HAYNTEILHOMY COKpAICHWIO BpeMEHH HWH(depeHca
(BBIYMCIICHUS TIPEICKA3aHUI ).

BI/I)II)I KBaAaHTOBAHUA:

KBanTtoBanue nociae odyuenus (Post-Training Quantization): HauGonee mpoctoit
METOJI, KOTOPBI HEe TpeOyeT nepeodyueHust mojaenu. Beca n akTUBalMKM KBaHTYIOTCS
MIOCJIE 3aBEPILICHUS 00yUYEHUS.

KBanTtoBanue c¢ yderom ooydenuss (Quantization-Aware Training): bonee
CIIOXKHBI METOJ, MPU KOTOPOM MOJIelIb 00yYaeTcsi ¢ Y4eTOM KBAaHTOBAHHUS, YTO
IIOMOraeT MUHUMH3UPOBATH IIOTEPIO TOUHOCTH.

2.2. Illpynunr (o0pe3ka) Mmoaesu

IIpyHUHr — 3TO METOJ YMEHBLIECHHs pa3Mepa HEMPOHHOW CETH IyTEM YIAJICHHUS
HAaMMEHEE BXKHBIX CBsI3€i, HEHPOHOB WU 1ENbIX PUIBTPOB. Llenb npyHuHTa — HalTH
U YJAJIUTh N30BITOYHBIE YaCTH MOJIEIH.

Buabl npyHuHra:

HecTpykTypupoOBaHHbBIH NMPYHUHI: Y JalseT OTACIbHBIE BECA B MOJIECIH, KOTOPHIE
MMEIOT 3HAYCHMUsI, OJIM3KHUE K HYJI0. DTO MPUBOIUT K OYEHBb PA3pEKEHHON MaTpulie
BECOB, HO TpeOyeT CHEIUATN3UPOBAHHOTO MPOTPAMMHOIO OOCCTICUCHHsS st
YCKOpEHHS.

CTpyKTYpHPOBAHHBII NPYHUHT: Y JaIsIeT 1IeTbie HEHPOHBI WK GUIBTPHL. ITO OoJiee
(D PEKTUBHO C TOYKU 3pEHUS anmnapaTHON ONTUMHU3AIINH, TaK KaK HE MEHSIET CTPYKTYPY
TEH30POB, UTO MO3BOJISICT UCTOJIb30BATh CTAHIAPTHHIC OMOITMOTEKHU.



2.3. Ducrnaasimust 3Hanmii (Knowledge Distillation)

JuCcTH/UIAUSA 3HAHUI — 3TO METO[I, TP KOTOPOM 3HAHUS U3 OOJBILIOM, CIOKHOM,
"yuuTenbCKOU'" MOAENM TMEpeNarTCs B MEHBIIYIO, 'YYEHHYECKYH'" MOJIENb.
VYyeHnueckass MOJeENb 00y4yaeTcsi HE TOJBKO Ha '"KecTKUX'" MeTkax (IpaBHIIBHBIX
OTBETax), HO MW Ha "MArkux" oTBeTax (pacHpelesieHUH BEpOSITHOCTEM KJaccoB),
KOTOPBIE TEHEPUPYET YUNUTEIIb.

I[punnunel padoTsi: bobias MoJeIb-yUYnuTEIb CIOCOOHA YIAaBIUBATh 00JIe€ TOHKHE
3aBUCUMOCTH B JIaHHbIX. [lepenaBast 3Tv 3HaHUSI, MBI MOKEM O0YUUTH MEHBIIIYIO MOJIEIIb
JOCTUTATh TIOYTH TAKOW K€ TOYHOCTH, KaK W OOJNbIIas, IPU 3HAYUTEITHLHO MEHBIIIEM
pasmepe.

3. HpaKTH‘leCKOG NPUMEHECHUE U BJAUSTHUEC HA IPOU3BOAUTEC/IBHOCTD

KoMOuHMpoBaHME 3TUX METOJOB MO3BOJIIET JOCTUYb HAWIYUIIUX PE3yIbTaTOB.
Hanpumep, MokHO cHayana 00y4uTh OOJBIIYIO MOJIENb, 3aTEM IPOBECTH TUCTUIUISILIUIO
3HAHUI B MEHBIIYIO MOJIENb, & IOCJE 3TOT0 BHIIOJHUTH KBAHTOBAHUE U IIPYHUHT.

CpaBHeHne METO0B.

KBantoBanue: J[aér HanOONbIIMI BBIUTPHIINI B CKOPOCTH U pa3Mepe, HO MOXKET
MIPUBECTU K HEOOJIBILION MOTEPE TOUHOCTH.

IIpyHuHr: 3Ha4yuTeNbHO YMEHBILAET pa3MeEP MOJENHU, HO 3(PPEKT HA CKOPOCTh MOKET
OBITH MEHEE 3aMETHBIM 0€3 CrielMaibHON anmnapaTHOW MOIIEPKKH.

Jductniisaaus: [Tomoraer COXpaHUTh BBICOKYHO TOYHOCTB IMPHU MEPEX0JI€ K MEHBIIEH
MO, Aeliast MOCIeAYIONIMEe aru OonTUuMu3alu 0osnee 3pPeKTUBHBIMH.

3akiroueHue

OntumMuzanusi HEHPOHHBIX CETEH SBIAETCA KPUTHMYECKM BaKHOM 3aJadeil s
IIMPOKOTO BHEJPEHUs] TIIyOOKOro OOy4YeHMsI B peajbHble MNPUIOKEHUS. MeTombl
KBAHTOBAHUSA, MNPYHUHIAa W JMCTH/UISUUM 3HAHUMA TIPEIOCTABISIOT MOUIHBIN
WHCTPYMEHTApUM Il CO3JaHUS KOMIAKTHBIX M OBICTPBIX MOJIEeH, CIOCOOHBIX
paboTaTh Ha YCTPOMCTBAaX C OTPAHUUYCHHBIMH pECypcamMu. DTO OTKPHIBAET HOBBIC
BO3MOXHOCTH JJIsl Pa3BUTUSI TEXHOJOTHUHA KOMIIBIOTEPHOTO 3peHusi B cdepax
MOOHUJILHBIX MPUIIOKEHUN, POOOTOTEXHUKH U MHTEPHETA BEILICH.
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